u The Justuju Model

How the generative-Al stack fits together, from power plants to the apps you use. Each layer uses the one below it. Read
from the bottom up.

Applications & Interfaces

The apps where people meet Al: chat apps, voice helpers, and Al buttons inside the tools they already use.
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(Chat assistants) (Voice & multimodal interfaces) (AI features inside products) CCopiIots)

Agents

Als that are given a goal and work through the steps themselves: plan, act, check, repeat.

(The agent Ioop) (Agent harnesses) (Coding agents) (Computer & browser use) (Multi—agent systems)

Orchestration & Tooling

Everything around the Al that helps it answer well: instructions, notes, searches, tools and safety checks.

(Retrieval—augmented generation (RAG)) (Tool use & protocols (MCP)) (Memory) (Context engineering) (Guardrails & evaIs)

Inference & Optimization

Getting answers out of a finished Al quickly and cheaply, for millions of people.
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(Model APIs & routers) (Batching & KV caching) (Quantization) (Local inference runtimes) (Speculative decoding)

Foundation Models

The Al itself: a huge pattern-guesser that has read so much it can try almost any task.
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(Tokens & tokenization) (Transformers & attention) (How a model predicts the next token) (Pretraining)

F

CPost—training: from predictor to assistant) (Open vs closed weights) <Reasoning models> (Specialised and fine-tuned models>

Data

Everything the Al learns from: web pages, books, code, pictures, and people saying which answer is better.

Pretraining data Data curation and mixing Synthetic data Human feedback and labelling Data rights and provenance

Cloud & Infrastructure

Huge rooms of Al computers that companies rent by the hour, like renting a car instead of buying one.

(Cluster networking> (GPU clusters & orchestration) CGPU clouds & neoclouds) (Training vs inference infrastructure>

(Running locally vs in the cIoud)

Compute Hardware
The chips that do the maths for Al, and the fast memory that feeds them.

(GPUS & Al accelerators) CNumber formats (FP16, BF16, FP8, FP4)> (Memory & bandwidth (HBM)) (Chip—to—chip interconnect)

(Local Al hardware)

Physical & Energy

The power stations, cooling and chip factories that every Al needs before it can think at all.
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(Grid connection & energy supply> (Power & cooling for Al data centres) (Liquid cooIing) (Fabs & the chip supply chain> (Energy per token>
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